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J 3apaya Bnska-LLoynca BblumMcneHUA cnpaBeanmBoii LieHbl EBponeiickoro
OMNUMOHA — N3BECTHbIN PUHAHCOBbLIN BEeHUMAPK

J Intel oneAPI — HoBas TexHONOIrMA reTeporeHHOro NPorpaMmmMmmMpoBaHmUs
d Mnan:

*  BblABUTb MAaKCMMaANbHYIO NpounssogutesnibHoCcTb C++ Koaa,
pacnapanneneHHoro ¢ ucnonbsosaHnem OpenMP,
Ha COBPEMEHHbIX LLeHTPaAbHbIX Npoueccopax Intel

 [lepeHectn Kog Ha Data Parallel C++ (DPC++)

 JloCcTUrHyTb Npuemaemomn nponssoautenosHoctnm DPC++ Koaa
KaK Ha Intel CPU, Tak u Ha Intel GPU

* [lpoaemMoHCTPMPOBATb HEKOTOPbIE 0OLWMeE NpMembl ONTUMU3ALLUN

The work is supported by the oneAPI Center of Excellence program and by the Ministry of Science and Higher Education of the Russian Federation,
project no. 0729-2020-0055



TecTtoBasa UHdpacTpyKtypa (y3en CPU)

Y3en cynepkomnbiotepa Endeavour

CPU 2x Intel Xeon Platinum 8260L (Cascade Lake,
24 anpa, 2400 MTu, 6x DDR4-2933)
RAM 192 Tb

OnepaunoHHasn Linux RedHat 4.8.5-39
cucrtema
Komnunsarop, Intel oneAPIl 2022.1

NPOPUANPOBLINK o |nte| C++ Compiler Classic
* |ntel oneAPI DPC++/C++ Compiler
* Intel VTune Profiler
* Intel Advisor



TectoBaa UHdpacTpyKTypa (yen GPU)

Mnatpopma Intel DevCloud

CPU Intel Core i9 10920X (3500 M)

GPU Intel Iris Xe MAX (96 EU, 1650 MIlu, 4 'b RAM,
NPOMycKHasA cnocobHocTb NamaTth 68 [6/ceK)

OnepauMoOHHan Ubuntu 18.04.3 LTS

cucrtema
Komnunsarop, Intel oneAPI 2022.1

NPOPUANPOBLUNK * |ntel oneAPI DPC++/C++ Compiler
* Intel VTune Profiler
* |ntel Advisor



dopmyna bnaka-LLoynca ebiyucaeHuUs cnpasednusoli YeHol
EsponelicKo20 Koan-onyuoHa

—_ _ —1rT
d C - cnpasegsinBad ueHa ornunoHa (= SOF(dl) Ke F(dZ)

1 S, — ctapToBana UeHa akuUM S, (7‘ + %2) T
d K — ueHa ncnonHeHmnsa onumoHa dy = ln? T T
Jd T — Bpema go aKcnmMpaumm onuuoHa (r B 0_2) o
0 ¢ — BonatTUAbLHOCTD d, = lnﬁ n 2
J r — 6e3puckoBas npoLeHTHanA CTaBKa K oT

d F(x) - uHTerpanbHaa GpyHKUMA CTaHAAPTHOrO HOPMaJIbHOrO
pacnpeaeneHmns



ba3oBana Bepcua C++

J OanHapHaa TOYHOCTb Yncaa ¢ nnasatowen 3anaton (float)
J CtpyKTypa maccusoB

IR Array of structures (Aos)
[ [ O structure of Arrays (SoA)

J MaTtemaTtnyeckme GpyHKLUUN U3 cTaHOAPTHOM BUBAMOTEKN A3bIKa C++

X
F(x) =05+ 05erf—
oVvVT

J 5 nayek no 240 000 000 onumoHos (3.8 ')
J Bpems BblumMcneHnsa ogHom navkm 3.062 cek



const float sig, r; // volatility, interest rate

void GetOptionPrices (
float *pT, // maturity (input)
float *pK, // strike price (input)
float *pSO0, // initial stock price (input)
float *pC, // option price (output)
int N // number of options
) {
for (int 1

{

0; i < N; i++)

float dl = (std::log(pSO[i] / pK[i]) +
(r + 0.5f * sig * sig) * pT[i]) / (sig * std::sqrt(pT[i])):
float d2 = (std::log(pSO[i] / pK[i]) +
(r — 0.5f * sig * sig) * pT[i]) / (sig * std::sqrt(pT[i])):
float erfl = 0.5 + 0.5f * std::erf(dl / std::sqrt(2.0f));
float erf2 = 0.5 + 0.5f * std::erf(d2 / std::sqrt(2.0f));
pC[i] = pSO[i] * erfl - pK[i] * std::exp((-1.0f) * r * pPpT[i]) * erf2;



BeKTopusauma umkna

J Mpoueccop noaaepxmnsaeT MHCTPYKLUMM AVX512
J Onuunn komnunsaTopa -xHost, -qopt-zmm-usage=high
] #pragma omp simd

basoBag Bepcus 3.062
BekTtopusauuna ymkna 1.155

J MNouyemy ycKopeHue TonbKo 2.65x?

] Ba3oBana Bepcus yxKe Hbls1la BEKTOPU30BaHa

(J SSE MHCTPYKUMM MO YMO/TYAHUIO

J MNouemy KomnNMAATOp He 3anoA03PUa 3aBUCUMOCTU MO AaHHbIM?



O1yeT KomnunaTopa (6asosas sepcun)

<Multiversioned vl1l>

remark #25228: |Loop multiversioned for Data Dependence

remark #15381: wvectorization support: unaligned access used inside loop body
remarlk—i#+5305-—vectorization support: vector length 4

remark #15309: wvectorization support: normalized wvectorization overhead 0.049
remark #15300+-LOOP WAS VECTORIZED

remark #1547H: -—-- begin vector cost summary ——-

remark #1547d: scalar cost: 823

remark #15477: wvector cost: 153.250

remark #15478: estimated potential speedup: 5.070 HOMHMHHTOp NoAO3PEBA
remark #154827 vectorized math library calls: 5 3aBUCUMOCTU MO AaHHbIM U
remark #15486: divides: 4

remark #15488: -—- end vector cost summary ——-— co3,£|,an26epcuu Koaa’ CRaNAPHYIO

N BEKTOPHYIO. PelleHne o Tom,
KaKyto BbibpaTb, onpeaenaerca
80 spems pabomeol

LIuKn yxKe

I1nnHa BEeKTOpPHOro
pernctpa 4 float

6biN BEKTOPU30BaH npozpammel

afiemeHTa (xmm
pernctpsbl, SSE)




HeTo4yHble BblMUCNeHUSA

(1 dPuHaHcoBble 6eH‘—IN\apKI/I MO3BONIAKOT NCMNOJIb30BATb HETOYHbIE
BblHNC/IEHUA

] BbicTpbie BblMMCNEHUA MaTeEMATUYECKUX PYHKL MM
d Onuuun KomnunsaTopa:
e -fimf-precision=low (11 bits maHTuccebl)

 -fimf-domain-exclusion=31 (nckntouyeHne ocobbix 3Ha4YEHUMN
MaTeMaTn4eckmx GyHKUUM, Takux Kak NaN, Inf, ...)

BekTtopusauuna ymkna 1.155
HeTo4yHble BblYUCNEeHndA 0.527

(J MeHee TouHbIM pe3ynbTaTt (0TAnYME B NATOM AECATUYHOM 3HaKe)
10



[lapannenmsm

J 2 npoueccopa, 48 dusnueckmnx aaep
J OpenMP, #pragma omp parallel for
J MnepTtpeaunHr He BAMAET Ha NPOU3BOAUTENbHOCTb

HeTo4yHble BblYUCIEHUS 0.527
[Mapannennsm 0.053

J YckopeHue 10x
d «Y3Koe rop/ibIlKO» NPUNOXKEHUS — MPONYCKHasA CNOoCOBHOCTb NamMATU
d MoxHo 11 yBennYnTb NPOoM3BOAUTE/IbHOCTL Napas/ie/ibHOro Koaa®?
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NUMA-friendly BblaeneHue namaTtu

J 2 npoueccopa, HepasHoMepHbIli docmyn K namamu
(Non-Uniform Memory Access, NUMA)

d MamAaTb moxKeT bbITb BblaesieHa GU3UUYECKU TONbKO Ha O4HOM
npoueccope, Yyto gact 50% meaneHHOro yaaneHHoro A4ocTyna

J NUMA-friendly uHnumnanmnsaums:

#pragma omp parallel for
for (int i=0; i<N; i++) {
// input arrays

pT[i] = TO; // TO, SO, K are constants
pSO0[i] = SO;

PK[i] = K;

// output array

pC[i] = 0;
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Pe3ynbTaTthl Ha CPU ana C++ Koaa

ba3oBaga Bepcug 3.062
BekTtopusauua ymkna 1.155
HeTouHble BbIYUCTIEHUS 0.527
[Tapannenusm 0.053
NUMA-friendly BblgeneHue namaTu 0.022

J CymmapHoe yckopeHue napannenbHoi sepcum 24x
(J Obuiee yckopeHue nocne scex ontTumusaumii 140x

J CornacHo Intel Advisor, nponssoguTeNbHOCTb OrpaHNYeHa
NPOnNycKHOM cnocobHocTbio L3 Kawa (roofline)
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[NepeHoc koaga Ha DPC++ (CPU)

(d SYCL no3BonseT He 3ab0TUTbCA 0 BEKTOPM3aLMU N Napannenmsme

J BbluncneHue ueHbl ogHOro onumMoHa — work item

(J BcTpoeHHbie B SYCL maTemaTtnyeckmne byHKLNM

(J Buffers & Accessors noaxoa ons obmeHa AaHHbIMU MeEXKAY XOCTOM U
YCTPOUCTBOM

d MHunumanusaumsa B otaenbHom aape (NUMA-friendly noaxon)

d MepemeHHas okpy*keHnsa DPCPP_CPU_PLACES=numa_domains

(4TOObI OKOHYaTENBHO N36aBUTLCA OT yAa/IeHHOro A0CTyna)

10% 3ameaneHumne

OTHOCUTENIbHO
basosaa DPC++ Bepcugd y
ontTMMMU3INPOBaAHHOWU

NUMA-friendly nHnunanusaums 0.035 C++ Bepcuu
DPCPP_CPU_PLACES 0.024 (0.022 cek)



void GetOptionPrices (float *pT, float *pK, float *pS0, float *pC, int N) {
// buffer declaration
sycl: :buffer<float, 1> pTbuf (pT, sycl::range<l>(N))
sycl: :buffer<float, 1> pKbuf (pK, sycl::range<l>(N)) ;
sycl: :buffer<float, 1> pSObuf (pS0, sycl::range<l>(N)) ;
sycl: :buffer<float, 1> pCbuf (pC, sycl::range<l>(N)) ;

queue.submit ([&] (auto& handler) {

// accessor declaration

sycl: :accessor pT(pTbuf, handler, sycl::read only);

sycl: :accessor pK(pKbuf, handler, sycl::read only);

sycl: :accessor pSO(pSObuf, handler, sycl::read only);

sycl: :accessor pC(pCbuf, handler, sycl::write only)

// DPC++ kernel

handler.parallel for(sycl::range<l>(N), [=](sycl::id<1> i) { /**/ });
}) .wait();

// data copying from device to host
sycl: :host accessor pCacc (pCbuf) ;
// here we need to process the result



JKcnepumeHTbl Ha GPU

o o g 2367 2551
06 plaﬂ namATb Jfllﬂ BCeX 0.062 0.061

. : 0.748 0.932
navekx

J MpownssogmTenbHOCTb OrpaHnYeHa NPonycKkHOM cnocobHOCTbIO NaMATH

1 CnepoBaTtenbHO, MUHUMaNbHOe Bpemsa paboTbl agpa 0.056 sec
(3.8 b/ 68 'B/ceK); Habnopgaemoe Bpems paboTtbl 0.061

J OTKypa 6bepyTca HaknagHble pacxoabl? CUHXPOHM3aUMA U 0bmeH
NAHHbIMU MEXK Y XOCTOM U YCTPOMCTBOM

(J MOHO N1 yMEeHbLUUTb HaKNaaHble pacxoabl? >



YnpasneHue namatbio DPC++

Jd PaHee mbl ucnonblosanu Buffers & Accessors noaxon,

J AnbrepHatusa — Unified Shared Memory (USM) noaxon,

Jd USM: HeABHbIN 1 ABHbIN NoaxoAabl

Buffers & Accessors 0.748 0.932
USM, HesaBHbIM noaxoa 0.062 0.061 0.658 0.781
USM, aBHbIV nogxon 0.369 0.492
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(J BapbupoBaHMe pasmepa rpynrbl U YNC/1a MOTOKOB
* KoHdurypaums no ymon4aHuIo onTMmasibHas
J Mcnonb3oBaHMe BEKTOPHbIX TUMOB AaHHbIX
e sycl:float4
J Mcnonb3oBaHKWe Apyroro natrepHa AoCTyrna K NamsaTu

e Structure of Arrays -> Array of Structures
* XpaHeHue BXOAHbIX N BbIXOAHbIX AaHHbIX B Pa3HbIX MaCcCUBaX

J MNepeyncneHHblie oNTMMMU3aLIUM HE aM PEe3Y/IbTaToB /18 JaHHOIO
H6eHYMapKa.




GPU Reofline
kQ

S40704D

GPU Roofline

cfy * | ¥ Default FLOAT DRAM « | | &2 Compare » | | Guidance » =

[Mpon3BoaNTENBHOCTD
" i DPC++ aapa orpaHu4eHa
NPOMNYCKHOM CNOCOOHOCTbIO
namaTtn (CPU — L3 Kawy,
GPU — DRAM)

3P Wadior Add Peak: 1174.05 GFLOPS

+ f NaTTepH aocTtyna

Self Elapsed Time: 0.314 =

GPU

K namaTtn apPeKTnBEH
% Recommendations GPU Source GPU Assembly ,£I,J'I‘r'| GPUI HO 3arpy3OK
U3 NaMATun CINLLKOM

MHOTIO

1 ' 3 7 10 40

No data locality

The GFU kernel is bounded by the DRAM bandwidth. Data is read from a slower memory as the GPU kemel processes mure data than fits into GREF
and GPU caches. This causes performance decrease. The cache line utilization is 18@. 8%, which is good enough. It means an ineffective memary
access iz mot the main reasoen of freguent memory reguests. In general, using previously cached data multiple times may improve performance

19



Ha CPU ontummnsnposaHHaa DPC++ peanunsauma dopmynbl baska-LLoynca
Ha 10% mepgneHHee, yem onTummnsnposaHHaa OpenMP peanmnsauyua

Ha Intel GPU 6blna nony4yeHa oxXnaaemas npou3BoanTENIbHOCTb C Y4ETOM
BbIYMC/IUTENIbHbIX XapPaKTEPUCTUK YCTPOMCTBA

[Mpon3BOANTENIBHOCTb OrPAHMNYEHA MPONYCKHOM CNOCOOHOCTBbIO NAMATH
Kak Ha CPU, Tak n Ha GPU

HaknagHble pacxoabl HAa CUHXPOHM3ALUMUIO M 0OMEH AaHHbIMW MeXKayY
xoctom n GPU B 6 pa3 6onblue BpemeHu paboTbl a4pa

Hageemcs, 4to Halw onbIT byaeT noneseH AnAa Apyrmx pa3paboTymnKkos,
NAAHUPYIOLWMNX MEPEHOCUTL BbIYMCAUTENBHBLIN Koa Ha DPC++
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